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1 INTRODUCTION
1.1 ShanghaiTech University

ShanghaiTech is a young resource-rich university with a modern
residential campus in the heart of Shanghai Pudong’s Zhangjiang
Hi-Tech Park. With an academic focus on STEAM research, Shang-
haiTech is committed to carrying out China’s national development
strategy and nurturing the next generation of innovative scientists,
inventors, and entrepreneurs.

With the backing and support of the Shanghai Municipal Govern-
ment and China Academy of Science, ShanghaiTech’s five schools
and three research institutes seek cutting-edge solutions to address
the challenges that China and the world are facing in the fields of
energy, material, environment, human health, and artificial intelli-
gence.

1.2 SIST at ShanghaiTech
The School of Information Science and Technology (SIST) is one

of the four inaugural schools of ShanghaiTech University. SIST’s
mission is to cultivate, nurture, educate, and train future technology
innovators, enterprise leaders, R&D specialists, and entrepreneurs
in information science and technology. The SIST integrates world-
leading scientific research environment with life-enriching and
transformative educational experience for our students.

The School’s cutting-edge research activities are designed to
address global and national strategic challenges and needs of infor-
mation science and technology. The School promotes both basic
and applied research of the highest level by recruiting world-class
scholars and researchers with international reputation as faculty
members to establish state-of-the-art core technology laboratories,
by collaborating broadly and closely with world-leading universi-
ties, research institutions, and hi-tech companies, and by taking
advantages of Yangtze Deltas vibrant eco-environment rich with
academic talents, financial strength, hi-tech industrial base, and su-
perb regional economic policies. SIST is committed to undertaking
and support national key R&D projects, with a strong aspiration
for scientific and technological breakthroughs. SIST has the clear
objective of becoming a regional, national, and international devel-
opment workhorse by directly contributing to global technological
advances with creative ideas and disruptive innovations.

1.2.1 HPC-related hardware and software platforms. To meet the
teaching and research requirements, the SIST provides one HPC
platforms: for teaching, general research, machine learning and
computer vision related researches. Following tables represent the
systems configurations.

Table 1 presents the HPC platforms at SIST for teaching and
general research. The platform consists of 2 nodes: equipped with
AMD EPYC 7442, one with eight NVIDIA V100 GPU and other
with no GPU. Both of them have 1024 GB memory. This platform
upports the course projects developmentand implementation of the

courses such as Operating Systems,Parallel Computer Architecture,
Machine Learning, and ComputerGraphics, etc.

1.2.2 HPC-related courses, training, and interest groups.
The HPC-related training is led by the SIST and is carried out

by the joint education programs amongst the iHuman Institute and
the SLST (School of Life Science and Technology) at ShanghaiTech
University.

HPC-related Courses: The HPC-related courses are provided
by the professors at SIST. The courses cover the topics from system
architectures (e.g. CS 210–Parallel Computer Architecture, and CS
130 – Operating Systems), implementations and algorithms (e.g.
CS 121 – Parallel Computing, and CS 240 Advanced Algorithms),
and applications (e.g. CS 181/281 – Artificial Intelligence I/II, CS
171/271 – Computer Vision I/II, and CS280 Deep Learning). More
than 40% of the final scores of the aforementioned courses come
from the course projects, which require the implementation of
the real computer systems and applications. Thanks to the well
established curricular system, students at ShanghaiTech have more
opportunities to get hands dirty in the high performance computing
domain from system optimizations to application developments.

HPC-relatedTraining:Close collaborations amongst SIST, iHu-
man Institute, and SLST at ShanghaiTech provide a promising
method of working on interdisciplinary researches. SIST serves
as a platform provider and the technical support that covers most
the aspects of HPC usage and optimization, while iHuman/SLST
serve as the HPC users who provide real-world demands. The excel-
lence of research and sophisticated HPC applications from iHuman
and SPLT, along with the open-minded teaching mechanisms and
advanced educational programs from SIST provide students with
good opportunities to participate in scientific research and super-
computer practical applications in ongoing research projects.

HPC-related Interest Groups:Most the HPC-related students’
activities are organized by theGeekPie_HPC team. TheGeekPie_HPC
team provides aperiodic parallel coding tutorials for students who
show great interests in HPC. In addition, serving as seminars co-
organizers, GeekPie_HPC frequently invites experienced researchers
from top-ranked HPC institutes to provide the up-to-date HPC
achievements and the state-of-art supercomputing technologies.

1.3 HPC-related research and applications
The HPC clusters at SIST are the main equipment of machine

learning, computer visions, and robotics, which are core facilities
that provide computational support to the research teams at SIST,
ShanghaiTech University. The research covers a wide range of
artificial intelligence research fields requiring cutting-edge com-
putational techniques such as deep learning, natural language pro-
cessing, large-scale images capturing and rendering, and computer
vision recognition. Besides the artificial intelligence related imple-
mentations, the HPC development and optimization research are to



ASC’20-21 SCC, May 8-12, SUSTech, Shenzhen, Guangdong, China Team2 of GeekPie_HPC

Table 1: The HPC platform for teachings and general researches

Node Type Specification Quantity

Node0

Rack MountServer Size: 2U 1
CPU: AMD EPYC 7742 64-Core Processor 2
Main Memory: 32GB, DDR4, 3200 MHz 32
HCA Card: Mellanox IB ConnextXr-5 HCAcard, single port QSFP HDR 1
Primary Storage: SSD , 1.2TB Intel 2
GPU: Nvidia Tesla V100 32GB 8
Network: 10/100/1000 Mbps, 24 portsEthernet 1
Network: SwtichXTM, 36 QSFP HDR InfiniBand 1

Node1

Rack MountServer Size: 2U 1
CPU: AMD EPYC 7742 64-Core Processor 2
Main Memory: 32GB, DDR4, 3200 MHz 32
HCA Card: Mellanox IB ConnextXr-5 HCAcard, single port QSFP HDR 1
Primary Storage: SSD , 1.2TB Intel 2
Network: 10/100/1000 Mbps, 24 portsEthernet 1
Network: SwtichXTM, 36 QSFP HDR InfiniBand 1

assist researchers in the processing, organization, and analysis of
large-scale data, providing insight and aiding scientific discovery
for academic partners and industrial collaborators by using HPC
systems.

Besides the HPC clusters at SIST, the iHuman Institute and the
SLST share HPC clusters on their own to provide bioinformatics
support. The research covers a wide range of biological research
fields requiring cutting-edge computational techniques including
genomics, proteomics, structural biology, and theoretical biology.

1.3.1 Key achievements in HPC research.
The GPCR project is one of the on-going HPC-related research.

The GPCR project was initiated in 2014 to help coordinate and man-
age the generation of high-resolution structure-function studies of
medically important proteins known as G-protein coupled receptors
(GPCRs) while making all data publicly available. More than 800 dis-
tinct GPCRs are found in the human body, where they carry out im-
portant cellular functions, including communication between cells
and their environment. Malfunctions of GPCRs have been linked to
conditions including multiple cancers, diabetes, and mental health
disorders. The data being generated by the GPCR Consortium is
critical in understanding these processes at the molecular level and
in helping to develop the next generation of GPCR-targeted drugs.
In 2016, the iHuman Institute at ShanghaiTech has determined and
analyzed the high-resolution atomic structure of human cannabi-
noid receptor 1 (CB1), also known as the “marijuana receptor” with
the help of the Molecular Dynamics simulation, which is a sophisti-
cated HPC parallel simulation program. These new findings provide
clues to understand why some drugs that interact with this receptor
have had unexpectedly complex and sometimes harmful effects,
while the utility of the crystal structure may provide inspiration for
drug design toward refining efficacy and avoiding adverse effects.

1.4 GeekPie_HPC
GeekPie_, is a student association that collects computer sci-

ence enthusiasts at ShanghaiTech University. After the successful
operation for more than five years, GeekPie_ is comprised of the

GeekPie_Robotics Team, the GeekPie_Informantion Security Team,
and theGeekPie_Cloud Storage in addition to theGeekPie_Operation
Teams and the GeekPie_PR Team.

As a newly established team, the GeekPie_HPC is recruited by
the team captain – Zhiqiang Xie, a senior student who spends
efforts on machine learning projects and realizes the importance
of the HPC system supports for advanced analytics applications. It
did not take too long to attract the attention of a decent number of
students, in which four excellent students are chosen to represent
ShanghaiTech University to participate in ASC’18[13].

GeekPie_HPC was originally formed only by computer science
students, but it has gradually grown to be a club with near one
hundred members from different academic disciplines such as Elec-
tric Engineering, Bioinformatics, Robotics, Physics, Chemistry, and
Artificial Intelligence.

2 STRENGTH OF TEAM
2.1 Motivation

ASC is one of the most important conferences for the super-
computing community[9]. It’s also an excellent platform for us to
practice, strengthen our skills and know what communities care
about.

What’s more, it would help our members to build a relationship
with friends from all over the world and to seek for any potential
position they would apply in future years. For example, Haocong
Luo, one of previous member, made connections with Prof. Onur
Mutlu in ETH, apply the knowledge he learnt from Computer Ar-
chitecture to his thesis[21] and eventually went there for Master
degree.

2.2 Experience
For the first time we participated in the ASC18 final competition,

we led the Relion[17] Benchmark and hit the highest prediction
precision in the MS MARCO[22]machine reading comprehen-
sion task. Finally, we won the silver prize and e-prize. For the
remarkable performance in ASC18, we were invited by Inspur to
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attend the ISC18 SCC at Frankfurt[6]. We achieved the highest
HPCG score and hit the highest score in ImageNet[14] benchmark
at ISC18.

Here are some reports about our achievements in 2018 from
HPCwire for your reference [12] [3] [10] [11] [8].

2.3 Team Members
At ShanghaiTech, every undergraduate student is encouraged to

take math, physics, chemistry, biology and programming courses
no matter whatever his/her major is. Most of our members have
the experiences of collaborating with students and researchers who
are working in different domains, which highly matches to the
supercomputer community.

There are fivemale student members in our GeekPie_HPC team
for ASC’20-21 competition (details of the members can be seen
in Section 7 Members’ Bio). All of our members have a computer
science background. The four CS members have a solid knowl-
edge of algorithms, computer architecture, operating system, etc.
In addition, some of them are interested in artificial intelligence,
network, robotics, storage respectively. Heterogeneous devices in-
cluding GPU, etc. are applied in our system. We believe that the
heterogeneity in systems with hierarchical processing units will be
a trend in the near future. We hope that our attempts at offloading
workload to dedicated computing architectures can further improve
the application performance.

2.4 Advisors
We have Dr. Shu Yin as our primary advisor.
Dr. Shu Yin is at present an assistant professor and research

scientist in the School of Information Science and Technology at
ShanghaiTech University. His research interests include parallel
and distributed systems, storage systems, high-performance com-
puting, energy-efficiency, fault tolerance, and reliability analysis.
He has been on the program committees of various international
conferences, including IEEE ICPP, IEEE ICDCS, IEEE HPCC, IEEE
Cluster and IEEE IPCCC.

2.5 Further Studies of Previous Members
Our previous year’s member pursue their studies both in pres-

tigious schools and world-famous companies because of the ex-
perience and connections made in SC and their further efforts in
their fields. Specifically, Jia Du went to Carnegie Mellon University
to study computer vision, which is her study interest in Shang-
haitech. Both Zheqi Shen and Letong Wang chose to go to PhD
in University of California Riverside. Additionally, Letong got a
master offer from CMU, too. Yanjie Song landed his research career
in Dr. Shu Yin’s team, focusing on the application of Non-volatile
random-access memory in general memory hierarchy. Jianwen Luo,
the only Electrical Engineering student in our previous team, made
great progress in inter-discipline scenarios between virtual reality
applications and FPGA accelerated computing. For he’s still Junior
now, he found his job in Xilinx. Last but not least, our previous
team leader, Yuzhuo Jing will start his PhD. degree in John Hopkins
University, focusing on I/O system. In a nutshell, SC really provides
our team members a platform to make great people meet and for
sure, they will make further great progress in the near future.

3 STRENGTH OF HARDWARE AND
SOFTWARE APPROACH

3.1 Hardware System
Design of a system is all about trade-offs. We regard these fol-

lowing factors as our metrics:

• Performance, we’ll deploy up to 8 NVIDIA V100 GPUs in
our system for maximum performance.

• Power Consumption, one drawback of heterogeneous sys-
tems for the competition is idle power consumption from
heterogeneous devices. This year, we try to make balance of
the CPU and heterogeneous computing node to tailor to the
new rule of 4500 Watts maximum Power. We’ll add one CPU
node for intense CPU work.

• Applications, we’ll change the system configurations to cope
with the I/O, memory and compute resources to optimize
applications that are I/O bounded, memory intensive, or
compute-intensive.

• Innovation, we often push ourselves to try something new.
For example, we’ve designed a performance tuning toolkit
to monitor the system status through IPMI and dynamically
optimize the power distribution among CPUs, GPUs, and
the cooling fans accordingly.

3.2 Software System
We are going to deploy CentOS as our operating system for

all our nodes since its design purpose is for servers, including
HPC systems. Besides, CentOS also has abundant driver supports.
Therefore it is suitable for our contest need.

For easier administration, we choose to create one Linux user
for each problem so that the users’ data file won’t mess up and the
shell environment can be isolated. All the users will also be granted
with sudo permission so that they have the flexibility to do minor
system configuration changes easily. The account information will
be synchronized among all the nodes using NIS.

To better manage the system environment, we will install all
the programs used by the applications in the /opt directory as
a convention. General software includes compilers, mathematics
libraries, and various utilities. The subdirectories will be named
after software name, version, compiler version and compile flags so
we allow multiple versions of the same software to coexist. In order
not to interfere with other software in the shell environment, we
choose to use the Environment Modules tool to manage the paths
and flags. Environment variables like PATH for the needed libraries
will be automatically imported after invoking module load on the
specified module name.

With sufficient libraries installed, application optimization can
be done more efficiently. From our previous experience, we may
choose to compile and run the applications using compilers from
the GNU family first to make sure the program runs rightly. After
running the applications correctly, we can then switch to those
from Intel family and see the outcome in performance boosts and
accuracy. After that, we may try various permutations of MPI and
mathematics libraries to see additional performance differences.

Since our cluster is interconnected with both Ethernet and In-
finiBand, we will configure two network subnets for our cluster.
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The InfiniBand subnet will mainly be used for high-speed message
passing and data sharing, with RDMA activated. The Ethernet sub-
net will handle for all miscellaneous workloads, including SSH and
connecting to the Internet, giving InfiniBand subnet the maximum
resources for high-performance communication. Our master node
will act as a gateway to connect the other nodes into the Internet.

As we set up the InfiniBand subnet with RDMA, we will deploy
NFS over RDMA to share data files between our nodes. Directories
including /home, /opt and /etc will all be shared using NFS so
that all the essential data files, self-compiled programs, and settings
can be synchronized instantly without manual intervention.

4 STRENGTH OF VENDOR/INSTITUTION
RELATIONSHIP

We are lucky to cooperate with vendors like Inspur, Xilinx and
institutions like Library and Information Center at ShanghaiTech.
Inspur sponsored us in ASC18 and SC19 for machines and delivery.
In return, we delivered an experience sharing about the application
optimization and a presentation about AI application tunings in a
conference they host. School of Information Science and Technol-
ogy (SIST) will provide us financial support. Library and Informa-
tion Center (ShanghaiTech University) will offer us computation
resources for practice and give us some necessary guidance in
assembling cluster and maintenance. In details:

• Inspur will provide the base server and fund equipment
shipping costs.

• SIST will cover our costs in competition, including travel,
visa, accommodation, etc. fees.

• For any trouble, we faced about the architecture, we could
contact engineers from vendors for help.

• The backup plan has already been mentioned above. Things
are unpredictable, but we’re ready for any emergency.

5 STRENGTH OF DIVERSITY
As a new club, we realized at the very beginning that diversity

and inclusion are essential for a community to flourish. Gender
imbalance in STEM fields is a worldwide phenomenon, and su-
percomputing is regarded as more hard-core in China compared
to math, natural science, and another general engineering, which
makes things even worse. We paid extra effort to hear the voice
from women who are interested in a related field and adjusted
our content of events for their needs. For SC19 SCC, we’re glad
to have two female members as competent as others in our team
to contribute their efforts. Aside from gender diversity, our team
is diverse in members’ interests, habits, and cultural background,
which is a reflection of our diverse and inclusive community.

6 TEAM PREPARATION
Our team members show their passion for the high-performance

computing domain. Each of them has learned relevant courses
(e.g., Computer Architecture II, Parallel Computing, FPGA-based
Hardware System Design, Reconfigurable Computing, etc.) and
have an outstanding performance during the study. Additionally,
by joining the research groups or working on awesome personal
projects, they have their own experience and unique views on

hardware acceleration, parallel programming, and performance
optimization.

Though the team members have skills in different fields, they are
all capable of the whole process of the competition so that they can
keep the global insight into the contest to solve the problems better.
One of the members will be responsible for establishing the envi-
ronment, maintaining the system and running benchmarks, while
the others will be in charge of remaining application problems ac-
cording to their interests and specialties. Students solving different
problems will periodically share the progress and exchange the
ideas.

Before the vendor’s hardware gets ready, Library and Informa-
tion Center (LIC) will provide us with devices of the same model for
us to analyze and optimize the applications in the competition. The
GeekPie_HPC team has a close partnership with LIC. LIC grants
us a large amount of computing resource to profile various science
computational software and investigate their behaviors freely. Usu-
ally, our team also keeps assisting LIC with the optimization for
science software, which is frequently used by other schools (like
the ones of Physical Science and Technology and Life Science and
Technology). We deem this activity to be an essential part of our
regular training. It helps the team members to follow up on the
latest developments in scientific computing and make them familiar
with the process of optimization in the actual operating environ-
ment. The users from other schools will also help us to understand
the usage of the software and give us feedback about our work.

After the problems are released, we will assign them to our team
members to compile, profile and optimize the applications. We are
also going to evaluate its performance on the other platforms like
ARM in LIC with different server models and acceleration devices.
Once we get better results, wewill further submit the corresponding
modification to our vendor.

7 MEMBERS’ BIO
Yiwei Yang is a sophomore CS major undergraduate student at
ShanghaiTech University. His research interest chronicly lies in
computer systems, especially parallel/distributed processing, and
formal verification. Currently, he is working on symbolic execution
in S3L lab, SIST advised by Prof. Fu Song and will land his job at
Jump Trading as production engineer intern.

Ziyue Yang is a sophomore student majoring in Computer Sci-
ence at ShanghaiTech University. He is familiar with computer
hardware, computer nerwork and physics. He is interested in par-
allel computing and high-performance computing.

Feiran Qin is a sophomore student majoring in Computer Science
at ShanghaiTech University. He is familiar with Linux operating
system . He currently works at SIST under the cooperation with
MARS LAB, working on the maintenance of Linux servers to exploit
all potentials for Computer Vision Researching.

Siyuan Zhang is a sophomore student majoring in Computer Sci-
ence at ShanghaiTech University. His interest vary from Computer
Vision, Deep Learning and Model Compression. He is currently
working on Computer Vision at ShanghaiTech MARS LAB, SIST
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and will land his job at DEEMOS as software engineer intern.

Yuchen Ji is a junior student majoring in Computer Science at
ShanghaiTech University. His interest vary from Computer Net-
works and Operating Systems.

8 BENCHMARK TESTING
The benchmark testing is the act of running a set of program

to access the relative performance of a computer system platform.
As for different architecture, benchmarks provides a good way of
evaluation to measure the performance. The combination of the
HPL and HPCG plays an important role to evaluate the balance
between the dense matrix calculation and sparse matrix calculation.
This chapter will give brief analysi on HPC and HPCG benchmarks,
together with the testing environment and results.

Category Name Quantity

Processor
Dual AMD®EPYC 7442@3.4G
(HT on) 64 cores × 2 / node

GPU NVIDIA Tesla V100-PCIe 8 cards / node
Memory DDR4 RAM 2667 MHz 1024 GiB / node
Nodes 1 node
Table 2: Node Configuration of Benchmark Testing

8.1 HPL
HPL is a High-Performance Linpack benchmark implementation,

which is uniformly used to produce a result that can be submitted
to TOP500

8.1.1 Benchmark Algorithm. The HPL(the High-Performance Lin-
pack Benchmark) software package tries to solve a linear system
of order 𝑛: 𝐴𝑥 = 𝑏 by LU factorization. To ensure scalability and
optimization of the algorithm, the data are distributed in a cyclic
manner to the two-dimensional grid of 𝑃 ×𝑄 .The coefficient matrix
of 𝑁 × (𝑁 + 1) is first divided into 𝑁𝐵 ×𝑁𝐵 blocks, which are then
cyclically distributed to the 𝑃 ×𝑄 grid for processing.

Figure 1: Algorithm Principle of HPL: distribution ofmatrix
blocks on individual processes

Parameters 𝑃 , 𝑄 , 𝑁 , 𝑁𝐵 can be modified depending on realistic
situation of users’ demanding and current configuration, which

plays important roles in HPL testing. There are other parameters
other than 𝑃 ,𝑄 , 𝑁 , 𝑁𝐵, we use a script to automatic and sequential
processing our HPL tests program.

For Nvidia’s binary, the data will be broadcast on every card’s
VRAM at first, thus each card will shared the entire data. The
computation will be sliced to different card and will reduce to the
result, eventually.

The result is checked by the function | |𝐴𝑥−𝑏 | |𝑜𝑜/(𝑒𝑝𝑠∗(| |𝐴| |𝑜𝑜∗
||𝑥 | |𝑜𝑜 + ||𝑏 | |𝑜𝑜) ∗ 𝑛), where 𝑒𝑝𝑠 is pre-defined machine precision.
During the validation part, the average performance and the peek
performance will be logged.

8.1.2 Our Tests and Performance.

Software Environments.

• Compiler: Host: Intel icc (from ∗), Device: NVIDIA nvcc
• MPI: OpenMPI 3.1.5

Hardware Selection. One node AMD Epyc 7742 support PCIe 4.0×
128, so that we plug all our 8 card V100 on one chassis to avoid
RDMA overhead. All the data in the benchmark will be shared by
AMD unique NUMA protocol called Infinity fabric. We chose to
open the SMT option because the design of the Epyc 7002 series’s
overhead outweighs the drawbacks it may bring. Zen2 microar-
chitecture applies the non-inclusive cache so that the upper level
cache may not frequently writes to the LLC. Also, according to the
[1], each CCX shares the PCIe bus, so that the latency to fetch data
from PCIe lane are equal for every core.

Tuning process. By our previous experience, the parameter of 𝑃
and 𝑄 makes little difference for the performance. The 𝑁𝑠 is in
proportion to the memory allocation. When the allocated memory
is slightly greater than the VRAM, the performance is the best.

N NB P Q Time (s) GFLOPs
175104 256 2 2 99.51 3.597e+04
178176 256 2 4 104.44 3.611e+04
178176 384 2 4 104.41 3.612e+04

Table 3: Tuning Result of 𝑃 ×𝑄

The result is consistent with the theoretical performance of 7
TFLOPs on the NVIDIA datasheet. Consider the cost on I/O, the
CPU bound we had observed, which is around 97% of the CPU
usage, the result is reasonable.

8.2 HPCG
HPCG (High Performance Conjugate Gradient) benchmark test

is one of the main test programs for super-computing performance,
and also becomes an important index of TOP500.

8.2.1 Benchmark Algorithm. The HPCG benchmark is based one a
multigrid preconditioned conjugate gradient (PCG) algorithm.

The PCG algorithm solves a sparse linear system 𝐴𝑥 = 𝑏 with
a given initial guess 𝑥0, which makes HPCG more like to model
the data access patterns of real-world applications. Actually, the
particular sparse linear system used in HPCG is a simple elliptic
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partial differential equation discretized with a 27-point stencil on a
regular 3-dimension grid.

8.2.2 Our Tests and Performance.

Software Environments & Hardware selection. The software envi-
ronment and the hardware selection is the same as HPL, as shown
in Section 8.1.2.

Tuning process. On HPCG, we mainly focus on the one parameter
and the proportion of the OMP and MPI. All the experiments are
carried out using 8 MPI process. We try to increase the problem
size as big as possible to make the final result more stable. Since we
have 256 threads for one node eight cards, So we stick the process
per thread as 32. The final result is:

nx np ny Time GFLOPs
512 256 400 6.717523e+01 1019.3 GF
Table 4: Performance Result of HPCG

9 LANGUAGE EXAM CHALLENGE
9.1 Introduction

With the development of machine learning in the field of Nat-
ural Language Processing area in recent years, pretrained trans-
former style models especially BERT can handling all the different
NLP tasks including Question Answer Systems, Information
Research and Translation by just fine-tuning themselves. This
will significantly simplify the process of almost every NLP tasks.
In this Language Exam Task, we imply BERT[15] on our HPC
platform.

9.2 BERT
BERT is a Transformers based, bidirectional representations

models which trains jointly on both left and right context in all lay-
ers. BERT receives input that unequivocally represents both a sin-
gle sentence and a pair of sentences in one token with a multi-layer
bidirectional Transformer encoder. BERT imply the bidirectional
Transformer encoder by the following steps.
Mark the first token of every sequence as a special classification to-
ken ([CLS]). Then the sentences are distinguished in twoways. First,
they are separated with a special token ([SEP]). Second, a learned
embedding is added to every token indicating whether it belongs
to sentence A or sentence B. As shown in Figure 3, we denote input
embedding as 𝐸𝑤𝑜𝑟𝑑𝑠 , the first hidden vector of the special [CLS]
as 𝐸 [𝐶𝐿𝑆 ] and the final hidden vector of the special [SEP] as 𝐸 [𝑆𝐸𝑃 ] .

The pre-training of BERT is designed as multi-task learning,
which consists of two tasks: one is Masked Language Model (MLM),
which trains the model to understand the meaning of individual sen-
tences on the basis of words; the other is Next Sentence Prediction
(NSP), which trains the model to understand the contextual mean-
ing between different utterances. The other one is Next Sentence
Prediction (NSP), which trains the model to understand the contex-
tual meaning between different utterances. The joint learning of
these two tasks enables BERT to learn features that contain both
word-level information and sentence-level semantic information.

Figure 2: BERT input representation. The input embeddings
are the sum of the token embeddings, the segmentation em-
beddings and the position embeddings.[15]

Table 5: BERT Test Accuracy Comparisons with different
datasets and models

Pre-Trained Only ASC ASC & CLOTH
base-cased 76.1% 78.1%
base-uncased 78.0% 80.1%
large-cased 81.0% 82.5%
large-uncased 82.7% 84.4%

9.2.1 Why not GPT2. GPT2 is also a Transformer styled NLP
model for various NLP tasks, which is very compatible model
for this task. But why we choose BERT other than GPT2? Let’s
take a closer comparison of the two models’ underlying archi-
tectures. As the full name of BERT goes, "Bidirectional Encoder
Representations from Transformers", which do not use traditional
left-to-right or right-to-left language models to train. Instead, BERT
using two unsupervised tasks, Masked LM, and Next Sentence
Prediction to make sure that both the previous and later contexts
within small scale of parameters and fast training time. But GPT2
is a one-way autoregressive language model that cannot capture
contextually relevant feature representations.

9.3 Our Experiments & Comparisons
9.3.1 Enlarging Training Datasets. To better train our model, we
enlarged the train set with the CLOTH [5] dataset,which is a large-
scale cloze test dataset with 7,131 passages and 99,433 questions
containing clozes from middle-school and high-school English ex-
aminations in China. 18.6% passages of the CLOTH dataset are the
same as 24.5% passages in the ASC dataset, yet none of the passages
from the ASC test set is in the CLOTH dataset. We get a distinct
enhancement, and all the results can be found in the Table 4.

9.3.2 Models. Bert has various pretrainedmodelsBERTBASE (L=12,
H=768, A=12, Total Parameters=110M),BERTLARGE (L=24, H=1024,
A=16, Total Parameters=340M), cased (case-sensitive) and uncased
(case-insensitive), we have tested all these models on all datasets
with same hyperparameters, and the results can be found in the Ta-
ble 2. And BERTBASE uncasedmodel yields the best performance
among pre-trained models.

9.3.3 Optimizer. Several optimizer may suit this mission, we have
tried them with the expanded dataset.
Adafactor AdaFactor is a new optimizer proposed by Google[23],
which has the feature of adaptive learning rate, but is more memory
efficient than RMSProp, and also targeted to solve some defects of
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Adam[18].
RAdam RAdam[19] is also called Rectified Adam. RAdam dynami-
cally turns on or off the adaptive learning rate depending on the po-
tential scatter of the variance. In fact, it provides dynamic warm-up
without tunable parameters, and the authors have confirmed under
some cases that RAdam outperforms traditional manual warm-up
tuning.
AdamWAdamW[20] is an improved algorithm based on Adam+𝐿2
regularization. In the paper, the authors make the following ob-
servations: L2 regularization and weight decay are different; L2
regularization is not valid in Adam; weight decay is equally valid
in Adam and SGD; in SGD, reparameterization can make L2 regu-
larization and weight decay equivalent; mainstream libraries use
weight decay as L2 regularization in SGD and Adam. So the error
of Adam is corrected and AdamW is proposed.
We have tested all these optimizer above with the expanded datasets
and 20000 epochs , and the result is showing in the Table 3. And we
noticed a saying in the code of the Bert [4] that "It is recommended
that you use this optimizer for fine tuning, since this is how the
model was trained (note that the Adam m/v variables are NOT
loaded from init_checkpoint.)". So AdamW suits this task best.

Table 6: BERT Test Accurenecy Comparisons with different
optimizer

Optimizer Adafactor RAdam AdamW
bert-large-uncased
ASC & CLOTH 81.3% 83.3% 84.0%

9.3.4 Warm Up. Learning rate is one of the most important hy-
perparameters in neural network training, and there are many
techniques for learning rate.Warm up is a way to warm up the
learning rate as mentioned in [16]. Since it is a fine-tuning of the
pre-trained model, choosing a larger learning rate at this point
may introduce instability in the model or prematurely fall into a
local optimum solution. Learning rate warm-up is to use a smaller
learning rate at the beginning of training, train some epoches or
iterations, and then modify the training to the pre-set learning rate
when the model is stable.
The final results can be seen in Table 4, which shows that the opti-
mal solution can be obtained more consistently around 0.2 when
comparing the test accuracy during training.

Table 7: BERT Test Accurenecy Comparisons with different
warm up parameter

Warm Up parameter 0 0.1 0.2 0.3 0.5
bert-large-uncased

AdamW
ASC & CLOTH

84.04% 84.44% 84.57% 84.50% 84.50%

9.4 Result
Finally, by expanding the dataset and choosing the Large-uncased

model, we obtain the best results. The model is currently trained

on one GPU with a batch size of 8, a learning rate of 1 ∗ 10−5, and a
warm-up rate of 0.2 for 20 generations to ensure that the highest
possible accuracy is obtained. The final result is 84.57%.

10 QUEST CHALLENGE
10.1 Introduction

QuEST [7] is a High performance simulation of Quantum com-
puters utilizing the latest computer architecture technology. Simu-
lation of quantum computation are performed on a wide variety of
classical computational platforms, from GPU to laptop GPU. For
the exponential increase for the demand for the memory, the classi-
cal computer can simulate as large as 50 qubits, while it has been
surpassed by the Google’s 72 qubit Bristlecone QPU.

10.2 Theory under QuEST
10.2.1 QuEST representation. QuEST applies a general single-qubit
gate (a 2× 2 unitary matrix𝐺 ) on qubit 𝑞 of an 𝑁 -qubit pure state-
vector |𝜓 ⟩ = ∑2𝑁 −1

𝑛=0 𝛼𝑛 |𝑛⟩, represented as the complex vector ®𝛼 , by
updating vector elements(

𝛼𝑛𝑖
𝛼𝑛𝑖+2𝑞

)
↦→ 𝐺

(
𝛼𝑛𝑖
𝛼𝑛𝑖+2𝑞

)
where𝑛𝑖 = ⌊𝑖/2𝑞⌋ 2𝑞+1+(𝑖 mod 2𝑞) for every integer 𝑖 ∈

[
0, 2𝑁−1 − 1

]
.

This applies𝐺 via 2𝑁 computations of 𝑎𝑏 + 𝑐𝑑 for complex 𝑎, 𝑏, 𝑐, 𝑑
and avoids having to compute and matrix-multiply a full 2𝑁 × 2𝑁
unitary on the state-vector. This lends itself to parallelization and
distribution, as described in the following section. In an effort to
make efficient use of resources, QuEST features a number of be-
spoke functions to effect certain gates with fewer floating point
operations than that involved in effecting general unitaries.

10.2.2 QuEST quantum gates. Diagonal gates like the phase-shift,
with matrix diag (1, exp(𝑖𝜙) ), need only multiply half of the ampli-
tudes with exp(𝑖𝜙) in an embarrassingly parallelization.

10.3 Profiling result
We first set the DISTRIBUTION option as off and the

OMP_NUM_THREADS=256 to scale the program on one node only,
we found that the overall time is 65.24s. The profiling result shows
that statevec_CompactUnitaryLocal() takes most of the time,
which implies we have to take care of this function a lot.

Then we add the DISTRIBUTION option as on and
OMP_NUM_THREADS=256 across the 2 nodes. The time drop to
49.34s. This is the best CPU time.

10.4 Optimization
10.4.1 Environment.

Hardware.
The hardware platform is the one in Table1. The GPU part utilize

only node 1 for GPUs and the CPU part utilize both nodes.

Software. The default software environment is listed below
• Operating system: CentOS Linux release 8.2.2004
• Compiler: gcc & intel
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Figure 3: BERT Test Accurenecy Comparisons with different warm up parameter

10.4.2 CPU Part. *Cache blocking Cache blocking optimization is
widely used in 2D matrix multiplication. We apply the technique in
statevec_CompactUnitaryLocal(), however, the technique only
take effects when sizeBlock is under 226. For our test case, the data
is organized once the data is fetched, the register of the AVX2 is
ready.

10.4.3 GPU Part. The GPU parallelizaiton is highly connectedwith
the VRAM, so our first optimization is to let the VRAM occupation
that is higher than the 32 GB. The original one card simulation time
is 17.52s.

Unified Memory. We made support for 31-qubits by modifying all
the allocation on VRAmwith cudaMallocManaged(). But because
of the additive data transformation from DRAM and VRAM, the
unified memory version does not have a good result. The simulation
time jumps to 820.14s.

Code elimination. The operation in statevec_phaseShiftByTerm
Kernel() can be replaced by the Constant multiply because we’ve
found that one data is always 1.

*MPI multicard support We’ve add mpi support to the GPU code,
which can run the code in 4 card. The simulation time dropped to
14.23s.

The validation of the Optimization. All of the simulation above is
based on the prerequisite that they are correct. Other than the test
set Random and GHZ_QFT provided by the ASC committee, we
generated various test cases. All of them shows the same result as
the single Core basic version, so that they are correct.

11 PRESTO CHALLENGE
11.1 Introduction

PRESTO (PulsaR Exploration and Search TOolkit) is a large suite
of pulsar search and analysis software developed by Scott Ransom.
It is written primarily in ANSI C, with many of the recent routines
in Python.

The challenge is to parallelize the process in the example script,
so we will first analyze the whfole process and parallelize it to
achieve higher efficiency and later will use other approach to further
speed up.

11.2 Environment
11.2.1 Hardware.

The hardware platform is the one in Table1. However, for this
problem, we are only utilizing CPU for precision issues

11.2.2 Software.
The default software environment is listed below
• Operating system: CentOS Linux release 8.2.2004
• Compiler: gcc
• PRESTO version: latest version from git
• Libraries:
• Python version: Python 3.8.6
• Python libraries(Dependencies are default):

cfitsio, fftw, glib and pcre are installed using spack, while pgplot and
tempo are compiled from source following the official instructions.

This is our default environment, which will run the original
script for reference.
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Library Version
cfitsio 3.450
fftw 3.3.8
glib 2.66.2
pcre 8.44
pgplot 5.2
tempo latest

Package Version
astropy 4.2

matplotlib 3.3.3
numpy 1.19.4
presto 3.0.1

pySLALIB 1.0.4
scipy 1.5.4
six 1.15.0

future 0.18.2

11.3 Testing Method
For testing, we first run the example script, recording its output,

logs and save them as reference. This will run once with the default
environment listed above.

Then we run our parallelized pipeline, also recording its output
and logs.

To verify the correctness, we grep the result files and compare
their names. More specifically, we first grep the files with extension
name pfd, bestprof, png and ps. Then we save the filenames into a
file and use diff to compare between different version.

To further verify, we also compare the content of the bestprof
files, since these are in text format and can be compared easily.
Note that ps files cannot be compared although they are also in text
format since ps files contains information about the creation time,
which will be different each time we run the script.

11.4 Parallelization Strategy
11.4.1 Analysis of the workflow.

The example script uses 7 routines, listed below:
(1) Readfile: This is for examine data format, extract parameters

for generating de-dispersing plan
(2) DDplan: Python routine that generates a good plan for de-

dispersing raw data using parameters extracted above.
(3) Prepsubband: Converts a raw radio data file into many de-

dispersed time-series. It trades a small amount of sensitivity
in order to save computation costs.

(4) Realfft and accelsearch: Search the data for periodic signals
and generate candicates.

(5) ACCEL_sift: Python routine that sift through the candidates
to remove duplicates, candidates with DM problems and
candidates that are harmonically related to each other.

(6) Prepfold Fold the best candidates and get the result.
The readfile routine is just for extract some parameters for fur-

ther use, so no space for parallelization.
DDplan is used just once, so also no space for direct paralleliza-

tion.

Prepsubband will consume quite some time, and it will create
dedispersed data (dat files) with different intervals. Since the dedis-
perse procedures only depend on its parameters and only reads the
input file, we can safely parallelize the dedisperse procedure.

Realfft and accelsearch are where the real search happens. Since
they runs separately on different files, they can be run in parallel.

ACCEL_sift is sifting through the candidates generated above,
inside the procedure we are manipulating the list that we passed
in, and relies heavily on previous result, thus has no space for
parallelization.

Prepfold is the final step, and will do the heaviest work. Since
they also only relies on parameters, we can safely parallelize it.

The pipeline executes in the order above, and each step rely on
the result of prevoius step. So after each step, we must first wait
for the previous step to finish executing.

11.4.2 Parallelize.
The original script uses getoutput() to execute external routines

and collect their screen output, then write them into log file. It also
uses some python routines, but these are not parallelizable.

As analyzed above, to parallelize, we use the multiprocessing
package, more specifically, the ProcessPoolExecutor, to run prep-
subband, realfft, accelsearch and prepfold in parallel.

Their log files will be write to seperate files to avoid race. After
they finish running, the result will be collected and write to the
final log file.

Since inside each step, their is no order, we can safely parallelize
the pipeline without using locks, so we can achieve maximum
performance.

11.5 Performance Estimation
The running time is listed in the table below:

Task
Time Original Parallelized

Task1 1m10.999s 7.550s
Task2 5m24.599s 18.300s

The first task get about 10 times faster, while the second get
about 17 times faster.

From the test results, we can see that for small workloads, the im-
provement may be lower and for larger workloads, the performance
can benefit more. This is because the portion of non parallizable
code become smaller as the size of workload grows. So we can
expect more speed up as the size of workload continues growing.

11.6 Performance Optimization Methods
In this problem, one key part is realfft and accelsearch, so we turn

to optimized version of fftw. Since we are using AMD platform, we
choose the AMD optimized fftw[2]. However, it turns out that this
version is optimized for larger workloads. In PRESTO, the workload
is split into small chunks, so the optimizations they employ does
not help much in this problem.

11.7 Problem and Solution Analysis
One problem we encounter is that in the original script, the cand

files are gathered using glob, but by this method, the order of the
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result will be the same as ls -u command, which is the file creation
order. However, when parallelized, the order is no longer preserved.
Although this will not affect correctness, but the resulting file may
be different since the same point in time can be in different DM
group.

To solve this problem, we modify the source code of sifting,
more specifically, we sort the candidates by DM first. This way, the
original and the parallelized code will have a consistent order so
the final result will be in the same interval, resulting in having the
same filename.

Our solution is pretty straightforward, we just analyzed the
workflow and parallelize that part that are independent to each
other.
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